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Abstract An increase in the speed of data min-

ing algorithms can be achieved by improving the ef-

�ciency of the underlying technologies. Query en-

gines are key components in many knowledge dis-

covery systems and the appropriate use of query

engines can impact the performance of data min-

ing algorithms. By taking advantage of hypothesis

generation patterns, queries, generated from the hy-

potheses, can be evaluated more e�ciently. Caching

query results and using the cached results to eval-

uate new queries with similar constraints reduces

the complexity of query evaluation and improves

the performance of data mining algorithms. In a

multi-processor environment, distributing the query

result caches can improve the performance of par-

allel query evaluations. This idea has been used in

the ParDRI system and has resulted in signi�cant

improvements in the execution times of ParDRI.
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1 Introduction

Improving the quality of data mining systems
not only requires the development of new and
exciting algorithms but also a realization that
the underlying technologies that support data
mining algorithms have to be highly optimized
for such systems. Datamining algorithms typi-
cally rely on some form of a query engine. This
query engine may be provided by an RDBMS,
a KR system, or some proprietary technology
speci�c to the data mining system. Improving
the run-time performance of these query en-
gine technologies improves the overall run-time
performances of the data mining systems that
employ them. By taking advantage of hypoth-
esis generation patterns, we can use alternative
methods of query evaluation to improve the
speed of data mining algorithms. In this arti-
cle, we will show, through the use of distributed
query result caching, that parallel data mining
algorithms can realize an increase in run-time
performances by reducing the times required
to evaluate queries.

The purpose of this article is not to intro-



duce a new data mining algorithm, but rather
to discuss a technique that can potentially im-
prove the run-time performance of data min-
ing algorithms. We discuss the technique in
the context of a high level data mining system,
ParDRI, developed at the University of Mary-
land. ParDRI, Parallel Discriminant Rule In-
duction, induces high level discriminant rules
from databases using the ParkaDB KR sys-
tem, [1], to manage concept taxonomies and
relational tables.

2 Hypothesis Generation

Patterns

Many data mining algorithms employ a gen-
erate and test method to induce interesting
knowledge. Hypotheses are generated using
a myriad of techniques. However, there does
exist a common trend to generate new hy-
potheses by adding single constraints to old
hypotheses1. Constraints are added to a hy-
pothesis if the hypothesis does not su�ciently
distinguish classes, as in the case of decision
tree generation algorithms. Quinlan's various
decision tree induction systems are examples
of discovery algorithms that extend hypothe-
ses by adding new constraints [2]. In addition,
algorithms that generate association rules re-
peatedly extend item sets until no new item
sets can be generated [3, 4]. The constraints
contained in one hypothesis may be replicated
in several new hypotheses. Figure 1 depicts
a typical hypothesis generation tree using the
\Mushroom" database. In Figure 1, hypothe-
ses 2, 3, and 4 have the same �rst constraint.
This constraint is the same constraint con-
tained in hypothesis 1. In many algorithms,
hypothesis 1 would be tested before the other
hypotheses are generated. If hypothesis 2, 3,
and 4 are tested, the constraint \Spore-Print-
Color = yellow" will be tested three di�erent
times if conventional query evaluation methods
are used. In total, this constraint will be tested
four separate times, once for each hypothesis.

1We assume that individual hypotheses are conjunc-

tions of attribute-value pairs
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Figure 1: Hypotheses creation tree

This repetition of work can be very expensive.
The problem is further intensi�ed if hypotheses
2, 3, and 4 are extended since each extension
will have \Spore-Print-Color=yellow" as a con-
straint. This knowledge of hypothesis genera-
tion patterns can be used to reduce this redun-
dancy and optimize the evaluation of queries.

One approach to improving the run-time
performance of data mining algorithms that
generate hypotheses in this manner is to op-
timize the evaluation of queries that are cre-
ated from the hypotheses. Parallel query eval-
uation is truly bene�cial, but it is possible to
improve upon some parallel query evaluation
techniques. Using the knowledge that hypothe-
ses tend to contain similar constraints, in some
situations, it is possible to evaluate queries
more e�ciently by taking advantage of results
that have already been computed. Hypotheses
2, 3, and 4 in Figure 1 can be evaluated with
out testing for \Spore-Print-Color = yellow" if
the results of hypothesis 1 are used. For the
remainder of this paper, we will focus on eval-
uating hypotheses given that hypotheses tend
to share constraints and results from previous
evaluations can be used to realize an improve-
ment in the run-time performances of parallel
data mining algorithms.



3 Distributed Query Result

Caching

The hypothesis generation pattern described
in Section 2 can be exploited to improve the
e�ciency of query evaluation for data mining
applications. As illustrated in Figure 1, data
mining algorithms tend to generate new hy-
potheses by adding one or more constraints to
old hypotheses. These hypotheses are typically
translated into queries that have to be evalu-
ated. The cached results of old queries can be
used in the evaluation of new queries. Using
cached query results to evaluate new queries
reduces the complexity of evaluating queries
and potentially improves the run time perfor-
mances of data mining algorithms.
AssumeH1 andH2 are hypotheses that were

generated using the hypothesis generation pat-
tern described in Section 2. If H2 is an exten-
sion of H1, then H1 � H2 and jH2 �H1j = 1.
Let �(H) denote the set of tuples that satisfy
the constraints in hypothesis H in which the
columns corresponding to attributes expressed
in H have been projected along with the tu-
ple identi�ers. If �(H1) is cached, �(H2) can
be evaluated with a single join. Let Bi denote
the binary table corresponding to the ith con-
straint of H 2. Given

�(H) = B1 1 B2 1 : : :Bn�1 1 Bn

= (B1 1 B2 : : : 1 Bn�1) 1 Bn (1)

by the relational algebra, we derive the follow-
ing expression for �(H2)

�(H2) = �(H1) 1 �(H2 �H1): (2)

In a parallel environment with � CPUs, a
query Q can be evaluated against a relation R
by evenly distributing the tuples in R across all
� CPUs and testing Q on the individual parti-
tions of R on each CPU. This approach to par-
allel query evaluation is used in the ParkaDB

2We assume that an N-ary relation is partitioned

into N binary tables, as discussed in [5]. Each column

is stored in a separate table with tuple identi�ers from
the original relation to accommodate the reconstruction

of the original relation.

KR system. ParDRI uses ParkaDB to evalu-
ate the queries that it generates and to man-
age concept taxonomies. In ParDRI, all CPUs
store the results of Q locally. Consequently,
�(H), for the hypothesis H corresponding to
Q, will be distributed across the � CPUs.

Given that hypothesis H1 has been tested
and �(H1) is distributed across � CPUs, all
extensions of H1 can be individually tested in
parallel. Since H2 is an extension of H1 and
jH2�H1j = 1, �(H2�H1) is equal to a selection
on a binary table Bi. The tuples of Bi are
evenly distributed across � CPUs. Given that
�(H1) is distributed and Bi is distributed, we
can revise the expression for �(H2) above to

�(H2) =
�[

j=1

�(H1)j 1 B
j

i
(3)

where �(H1)j is the partition of �(H1) on the

jth CPU and B
j

i
is the partition of Bi on the

jth CPU. To evaluate �(H2) in parallel, each
CPU pj , 1 � j � � , performs a selection on

B
j

i
and joins the results with �(H1)j using the

tuple identi�ers.

This method of parallel query evaluation re-
duces the complexity of evaluating queries ap-
plied to a single relation. The query engine
used by ParDRI, ParkaDB, will be used to dis-
cuss the complexity of evaluating queries. Us-
ing the \Mushroom" database from the UCI
repository as an example, ParkaDB can evalu-
ate queries of the form

(Spore-Print-Color ?t ?c) &
(everyInstanceOf ?c Light) &

(Ring-Type ?t pendant)
which requests all tuples that have a \Spore-
Print-Color" value that is generalizable to the
concept \Light"3 and a \Ring-Type" value
that is equal to \pendant". On a single proces-
sor, the complexity of evaluating queries simi-
lar to the one above is

O(2nlogn+ cnlogw)
where n = number of tuples, c = number of
constraints, and w = number of leaf level nodes

3Concept taxonomies are merged with database to

support these queries



of a constraint4. Using � processors the com-
plexity, per processor, is reduced to

O(2n
�
log n

�
+ cn

�
logw).

The complexity of evaluating queries with a
single processors using cached query results is

O(n+m)
where n = number of tuples in a cached query
result and m = number of tuples that satisfy
the newly added constraint. With � processors
and distributed query result caches, the com-
plexity per processor becomes

O(n+m
�

)
In the ParDRI system, CPUs are grouped

into equal sized clusters. Hypotheses are dis-
tributed between the clusters and individually
tested in parallel within each cluster. Query
result caches are distributed within clusters by
virtue of the fact they are answers to queries
that have previously been evaluated in paral-
lel. Given � processors to evaluate a query Q,
ParDRI will partition a dataset into � equal
size sets. Each processor will evaluate Q on its
respective partition and maintain the results
locally on disk. Given a query Q0 that is an ex-
tension of Q, the distributed query cache that
will be used to evaluate Q0 is actually the dis-
tributed query results of query Q saved on disk.
Consequently, it is not necessary to explicitly
distribute query result caches in ParDRI.

4 Results

The \Mushroom" and \Adult" databases from
the UCI repository were used to test ParDRI
on a 16 processor IBM SP/2. The experiments
were conducted using a varying number of clus-
ters and cluster sizes. We tested ParDRI using
both query result caching to evaluate queries
and evaluating queries with out caches.
The \Mushroom" database contains 8416

tuples and 23 attributes. We used 7 at-
tributes which were selected based on their
computed discriminating measure de�ned in

4This expression does not reect the complexity

of evaluating all queries in ParkaDB. Constraints in

ParDRI may contain high level values which are ances-
tors of values in a database. To evaluate these queries,

ParkaDB merges concept taxonomies with databases

[6]. The \Mushroom" database was merged
with concept taxonomies de�ned on all of the
attributes. The taxonomies were needed to
induce high-level discriminant rules. ParDRI
was con�gured to �nd discriminant rules that
were supported by 10% of the database and
have a con�dence of 90%. Table 1 contains
the execution times for the runs on the \Mush-
room" database.

Cluster With Without
Cnt Cache Cache

Cluster size = 1

1 25.3 230.8

2 16.0 133.5

4 11.8 74.5

Cluster size = 2

1 15.2 121.0

2 9.0 66.9

3 6.3 37.9

Cluster size = 4

1 8.3 62.3

2 5.1 33.7

3 3.5 20.3

Table 1: Execution times, in seconds, on the
Mushroom database

Using distributed cached query results to
evaluate subsequent queries in parallel reduced
the run times by an average of 84.68% on the
\Mushroom" database. The disk caches are
deleted after it is determined that they are
no longer needed. The maximum amount of
disk space that was needed at any one time
was 0.7 MB. More space will be consumed if
more attributes are used in the discovery pro-
cess or the con�dence and support thresholds
are strengthened.
The e�ciency of evaluating queries with

cached results enables processors to perform
more tasks per unit time. The execution times
in Table 1 show the single processor con�gura-
tion, using cached query results performed bet-
ter than all con�gurations of eight processors in
which cached query results were not used. This
is, in part, attributed to a reduction in query



Cluster Cluster Size
Cnt 1 2 4 8 16

1 454.2 247.6 145.9 98.8 82.5

2 253.2 136.3 79.8 53.7 -

4 145.4 78.6 46.4 -

8 100.2 54.2 -

16 66.9 -

Table 2: Execution times, in seconds, on the
Adult database

processing redundancy which is an advantage
of caching query results. With the ability to
evaluate more queries per unit time, data min-
ing algorithms that spend a majority of their
execution times evaluating queries can be ap-
plied to bigger databases.

ParDRI was also tested on the training sub-
set of the \Adult" database from the UCI
repository. It contains 32561 tuples and
17 attributes. This database is 3.8 times
the size of the \Mushroom" database. The
\Adult" database was also merged with con-
cept taxonomies de�ned on all of its attributes.
ParDRI was con�gured to �nd rules that are
supported by at least .5% of the database and
have a con�dence of 90%. Table 2 contains
the execution times of ParDRI on the \Adult"
database. For this example, the most amount
of disk space that was needed at any time was
9.3 MB.

Table 2 illustrates the relationship between
cluster size and cluster count. As the clus-
ter size increases, the execution times decrease.
Likewise, increasing the number of clusters
while the cluster size remains constant im-
proves the performance of ParDRI. In both
cases, the rate of improvement decreases as one
factor changes and the other remains constant.
Distributing the query result caches amongst
larger cluster sizes is less bene�cial because of
data skew. Each processor is responsible for
evaluating a query Q on a an equal sized pre-
determined partition of a database. Currently,
no attempt is made to dynamically rede�ne the
partitions that are used by each processor to

address the date skew problem. At smaller
cluster sizes, data skew is less of a problem.
However, there is less parallelism within clus-
ters at smaller cluster sizes. As illustrated
in the Table 2, con�gurations in which the
cluster size and cluster count are nearly equal
yielded the best performances. For example,
given eight processors it is better to use four
clusters each containing two processors. Sim-
ilarly, given 16 processors, it is better to use
four clusters each containing four processors.
Other con�gurations su�er from data skew or
less parallelism within clusters.

5 Conclusion

Improving the state of the art of data min-
ing algorithms not only requires the develop-
ment of new algorithms but an improvement
in the run time performances of existing al-
gorithms. The hypothesis generation pattern
common to many data mining algorithms can
be exploited to achieve this goal. New hy-
potheses are typically generated by adding con-
straints to old hypotheses. We have shown that
the distributed cached results of old hypothe-
sis can be used to evaluate queries in paral-
lel. This approach signi�cantly reduced the
time required test new hypotheses. This idea
has been implemented in the ParDRI system
and tested using the \Mushroom" and \Adult"
database from UCI collection. We were able to
reduce the run time of ParDRI by 84.6% on the
\Mushroom" database. Using 16 processors on
an IBM SP/2, we were able to induce high-level
discriminant from the \Adult" database in 46.4
seconds.
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